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Abstract

Motivation: MicroRNAs (or miRNAs) are short noncoding RNAs whose primary role is to
repress translations by negatively regulating gene expressions post-transcriptionally through
binding to their mRNA targets. Currently, there exist a few computational algorithms for
human miRNA target predictions, but their results may vary widely. Therefore, it would
be useful to consolidate and filter through these discrepant results so that researchers may
have a greater degree of certainty in the validity of these targets before engaging in costly
experiments.

Results: We studied three of the most popular target prediction algorithms, miRanda, Tar-
getScan, and PicTar, systematically through the use of three measures of similarity/distance
and a statistical test on the gene ontology categories that are enriched in the target lists.
Furthermore, two composite statistics were devised to combine and rank the composite tar-
get list. We applied the methods developed to all human miRNAs that had been identified.
Our results indicate that TargetScan and PicTar tend to have a greater degree of similarity,
based on all measures considered. We also demonstrate that our composite statistics and
the program implementing them can be useful tools for filtering through large target sets to
short list genes for downstream experiments.

Contact: shili@stat.ohio-state.edu.

Supplementary Information: The program implementing the composite statistics (R
codes) and supplementary materials are at

http://www.stat.ohio-state.edu/ statgen/SOFTWARE/miRComp.



1 Introduction

MicroRNAs (miRNAs, or miRs) are short, 21-22 nucleotides (nt), noncoding RNAs whose
primary role, as currently understood, is to repress translations by negatively regulating
gene expressions post-transcriptionally through binding to mRNA targets (Bartel, 2004).
These tiny RNAs are highly conserved over species, both in plants and humans, with some
conserved from C. elegans, through Drosophila, to Homo Sapiens (Bartel, 2004). The dis-
coveries of the two founding members of the miRNA family were made in C. elegans through
the prototype stRNAs (small temporal RNAs) that regulate developmental transitions. The
first microRNA, lin-4, was discovered more than 10 years ago in 1993 by a group of scientists
interested in studying the timing of C. elegans’s larval development (Lee et al., 1993). The
precursor of the lin-4 miRNA is folded into a stem loop (also known as a lady’s hairpin struc-
ture), with sequence complementarity between the 22nt mature part and the 3’ untranslated
region (UTR) of lin-14 mRNA. Not until seven years later were the hairpin structure, the
22nt mature segment, and its complementarity to 3° UTR mRNAs exemplified once again
when the second founding member, let-7, was discovered (Reinhart et al., 2000; Slack et al.,
2000). The let-7miRNA performs its function by binding to the 3’ UTR of lin-41 and lin-57
and inhibiting their translation. Soon after, let-7 was detected in Homo Sapiens, Drosophila,
and many other species of animals (Pasquinelli et al., 2000). Since then, the number of miR-
NAs has grown exponentially, with hundreds identified in worms, flies, plants, vertebrates,
and mammals.

It is well documented that a super majority of the miRNA genes are derived from inde-
pendent transcription units (Lagos-Quintana et al., 2001); they are novel genes not previously
annotated. Only about 25% of them are in the introns of pre-mRNAs (Lau et al., 2001).

In addition to the regulation of developmentally timed events, a hallmark of the two
founding members of this abundant family of regulatory genes, miRNAs play many other key
roles in a variety of biological processes, including the control of cell proliferation, cell death,
and fat storage. More recently, a great deal of attention has been focused on the involvement
of miRNAs in tumorigenesis (Calin et al., 2004; He et al., 2005; Lu et al., 2005; O’Donnell
et al., 2005). The functional role of a miRNA is typically inferred from the functions of
its mRNA targets, which have a portion of their 3> UTR sequence complementary to the
miRNA. The complementarities need not be exact in animals (Ambros, 2004), and various
computer programs employ different algorithms for assessing the strength of the matching.
Among the most popular computer programs are miRanda (Enright et al., 2003; John et al.,
2004), TargetScan (Lewis et al., 2003, 2005), and PicTar (Krek et al., 2005). Vatolin et al.
(2006), and Wang and Wang (2006) are the most recent additions to the list of computational
methods for target identification. A common theme among the majority of such algorithms
is the ranking of the targets based on some measure of strength /significance of the putative
targets.

According to the Sanger registry (http://microrna.sanger.ac.uk), researchers have
already submitted evidence for more than 30,000 putative mRNA targets of miRNAs in Mus
Musculus and nearly as many in Homo Sapiens. Clearly, it would be useful for researchers
to have some degree of certainty in the validity of these targets before engaging in costly
experiments. Currently, there is only modest agreement among the various computational
methods. This notion is exemplified by a 2005 competition sponsored by the New York



Academy of Sciences, in which the number of targets predicted for two miRNAs ranged
from 1 to more than 500 from different algorithms (http://www.nyas.org/ebriefreps/
main.asp?intSubsectionID=3392). Thus it is of importance to compare these algorithms
in a systematic fashion. Furthermore, because of low powers yet high false positive rates of
these prediction programs due to imperfect understanding of the functions of miRNAs and
how they achieve these functions, various filtering steps are necessary to screen through the
various lists to arrive at a “shortlist” of putative targets for experimental validation.

In this paper, by analyzing the lists of putative targets predicted by the three afore-
mentioned established computer programs, we measure the extent of agreement according
to three similarity measures. We also study the similarities in the gene ontology categories
that are enriched in the target lists. Furthermore, we have developed and implemented an
algorithm to sort through the multiple lists to identify genes that are common targets of
multiple prediction programs and are of relatively high likelihoods of being true targets.
Two composite statistics are devised to rank the combined predicted targets. This effort can
be viewed as a filtering step to short list genes for future experiments. The number of genes
to be validated can be chosen by the investigator with the aid of the statistically ranked list.
Our program (R code) can be downloaded freely from our web site.

2 Algorithms for miRNA target predictions

The three target prediction algorithms we study, miRanda (Enright et al., 2003; John et al.,
2004), PicTar (Krek et al., 2005), and TargetScan (Lewis et al., 2003, 2005), have somewhat
similar criteria at the large scale, but differ greatly in their details. For example, all require
(complementary) matching of a portion of the target to the miRNA, but the size and location
of the required match differ, as do the requirements for the accuracy of the match. Similarly,
all require conservation across several organisms, but the organisms and the specific details
of the required conservation differ. The algorithms also differ in whether anything beyond
seed matching and conservation are required, and in what the additional requirements are.
Brief descriptions of the three algorithms are given below.

TargetScan (TS): To determine whether an mRNA is a (putative) target of a miRNA| the
TargetScan algorithm starts with the miRNA sequence and the 3 UTR from the mRNA
from the human, mouse, rat, dog, and chicken. A multiple alignment of the orthologous
3’ UTRs from the five organisms is constructed. The algorithm uses the following three
ingredients:

1. A conserved seed match, i.e., perfect Watson-Crick complementarity (A:U or G:C
matches) between nucleotides 2-7 of the miRNA and a 6 nucleotide section of the 3
UTR of the mRNA. The match is required to occur at corresponding positions for all
organisms in the multiple alignment.

2. A conserved anchoring A, which is an A nucleotide on the 3’ UTR just downstream
of the seed match. This anchoring A is required to be in the UTRs of all the organisms.

3. A conserved m8-t8 match, which is an A:U or G:C match between the eighth
nucleotide of the miRNA and the corresponding position on the 3" UTR. Again, this
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match must occur on the UTRs of all the organisms.

An mRNA is declared to be a target of a miRNA if there is a conserved seed match, and
either a conserved anchoring A or a conserved m8-t8 match (or both).

miRanda (MR): The miRanda algorithm begins by scanning for (partial) sequence com-
plementarity between a miRNA and the 3° UTR of an mRNA. Some implementations also
look for matches between the miRNA and the full cDNA sequences. The scanning algorithm
is similar to the Smith-Waterman algorithm (Smith and Waterman, 1981); the main dif-
ference is that the Smith-Waterman algorithm looks for matching nucleotides such as A:A,
while in the present application interest centers on Watson-Crick complementarity, so A:U
and G:C matches are highly valued. The G:U “wobble pair” is also allowed.

The precise details of the algorithm are given in Enright et al. (2003) and John et al.
(2004). The basic idea is now sketched. Matched pairs get positive scores (e.g., +5 for G:C
and A:U pairs, and +2 for G:U pairs), mismatched pairs get a negative score (e.g., —3),
and there is a gap-opening and gap-elongation penalty, (e.g., —8 and —2 respectively). In
addition, the individual scores are multiplied by a scaling factor (e.g. 2.0) for nucleotides 1-
11 of the miRNA. (This gives extra importance to matching in this area, just as TargetScan
requires a seed match in a similar area.) Based on these rules, a score S is computed for an
alignment. In addition, the free energy AG of the resulting duplex is computed using the
RNALlib package (Wuchty et al., 1999). Cutoffs are chosen, such as S < 90 and AG < —17,
to determine which matches to pursue further (The scoring parameters and cutoff values
have been changed in the latest version of miRanda).

The target sites on the 3° UTRs that survive the cutoffs are then examined for conser-
vation between organisms. The conservation is not required to be perfect. The positions
of the target sites can be shifted slightly (e.g., 10 residues), and sequence identity is not
required to be perfect (e.g., 90% identity may be required). Surviving targets are ranked
first by alignment score S and second by free energy AG.

PicTar (PT): The PicTar algorithm identifies potential targets via a seed match (similar
to the TargetScan algorithm), a free energy calculation, and species conservation. These
potential targets are then scored via an algorithm involving a hidden Markov model. Some
main features are described next; for exact details see Krek et al. (2005).

The algorithm starts with multiple alignments across several organisms of a 3” UTR region
and a miRNA. A seven nucleotide segment which has perfect Watson-Crick complementarity
between the miRNA and the 3’ UTR, starting at either nucleotide one or two of the miRNA, is
called a perfect nucleus. If a miRNA and a (specific organisms) 3° UTR have a perfect nucleus,
then it is checked whether perfect nuclei for the miRNA fall into overlapping positions for
all organisms under consideration. If this is true, then the optimal free energy of the duplex
is computed and compared to a cutoff. Perfect nuclei that fall into overlapping positions for
all organisms and pass the free energy cutoff are called anchors.

Anchors are fed into the hidden-Markov-model-based scoring algorithm, which yields a
score for each 3" UTR in the multiple alignment, e.g., a score for human, a score for mouse,
etc. Scores of the various organisms under consideration are averaged to yield a PicTar score.



3 Methods

3.1 Matching targets

The three algorithms extract 3° UTR information from two databases: PicTar and Tar-
getScan use the UCSC genome browser database (http://genome.ucsc.edu), and miRanda
uses the Ensembl database (http://www.ensembl.org). In addition, different identifiers are
used to denote the targets. Specifically, TargetScan, PicTar, and miRanda use HUGO, Ref-
Seq, and Ensembl IDs, respectively. In order to compare and rank the predicted targets
from these algorithms, we need to match the different identifiers of the same genes. We
chose the HUGO IDs to be the matching identifiers for the following reasons. First, the
HUGO ID information of PicTar can be easily extracted from its annotation of RefSeq IDs
in the output. Second, miRanda output gives some HUGO ID and RefSeq ID information
of Ensembl IDs. For those Ensembl IDs that do not have corresponding HUGO IDs, we
downloaded an annotation database from http://www.ensembl.org/Multi/martview and
built a comprehensive list of Ensembl IDs and their corresponding HUGO and RefSeq IDs.
Finally, if several RefSeq IDs correspond to one HUGO ID, we treat them as one target,
since they are transcript variants of the same gene.

3.2 Combination of target lists and rank aggregation

To combine the results from these three algorithms, we want to rank the targets by a com-
posite statistic. In what follows we present a method of computing an average rank and a
composite p-value that can be used to rank the combined targets. Let S} be the set of poten-
tial targets of the miR “M” predicted by algorithm “A”, and we use ns = ||SY|| to denote
the cardinality of the set S&. Here A can be one of {M R, T'S, PT}, representing the three
algorithms miRanda, TargetScan, and PicTar. For simplicity in notation, we omit the super-
script representing the particular miR hereafter. Then S, defined by S = Sy;r U S7s U Spr
is the union of targets predicted by at least one of the algorithms. For each ¢t € S, R4(t)
and p4(t) denote the rank and “p-value”, respectively, of the target t by algorithm A.

Computing the rank is relatively easy. If the target ¢t € S is not predicted by algorithm
A (e, t & Sy4), then we set R4(t) = na + 1. On the other hand, if the target ¢ is predicted
by algorithm A, then the rank R4 () is obtained directly from the algorithm, since all three
algorithms rank their predicted targets. The p-value is a bit more cumbersome to obtain.
If the target t is not predicted by algorithm A, the p-value pa(t) is simply set to 1.0. For
targets t that are predicted by an algorithm A, the p-value is computed as follows:

e For A = MR, there is no information given by the algorithm beyond the ranking, so a
uniform distribution is assumed, and the p-value is given by pa(t) = Ra(t)/(na + 1).
The added 1 in the denominator signifies all the other targets not predicted by the
MR algorithm.

e For A =TS, the “estimated false discovery rate” given by TargetScan is treated as
the p-value, although the published work (Lewis et al., 2003, 2005) is not clear about
how this rate is computed.



e For A = PT, each predicted target is given a score, with a larger value indicating a
greater confidence in the predicted target being a real target. Since the distribution
of these scores is quite skewed, we recommend a log-transformation of the scores to
obtain the p-value under a normal distribution.

It should be noted that the term “p-value” is being used rather loosely.
One way to combine the ranks from the three lists is through the use of the weighted
average of the individual ranks:

Rity=—— % L Rat), tes,

[14]] Ac{MRTS,PT} A +1

where ||A|| denote the number of algorithms whose targets lists are being combined. In
our application, ||A|| = 3. These averaged ranks are then reranked to obtain the composite
ranks. For obtaining composite p-values, we use the statistic

T(t)=-2log  [[  pal®). tes

Ae{MR,TS,PT}

introduced in Fisher (1925). We then transform 7'(t) back to obtain a composite p-value
according to a chi-square distribution with six degrees of freedom. Based either on the the
composite rank or the composite p-value, the investigator can find his or her own short list for
validation or further investigation, depending on budgetary considerations or tolerance for
“Type I” error. We note again, however, that the calculated p-values should be interpreted
as rough guidelines rather than as hard statistical evidence.

Our algorithm and the program implementing the algorithm may be obtained from the
website http://www.stat.ohio-state.edu/ statgen/SOFTWARE/miRComp. The program
is fully documented with several examples. The input files are created from the web servers
of the three algorithms. The output includes a spreadsheet of the combined targets and the
composite p-value and composite rank for each putative target.

3.3 Three similarity measures of top k lists

Each algorithm yields a target list ranked by the “probability” of a predicted target being a
true target of the miR. Since each algorithm uses its own cutoff to determine whether or not
to include a gene in the target list, the sizes of the lists vary from algorithm to algorithm
and from miR to miR (see Results). To make the matter even more complex, the cutoffs are
all based on ad-hoc procedures, and thus the Type I error rate (of including a false target
in the list) and the power (of a true target being included) are largely unknown. Therefore,
rather than working with a whole list whose statistical properties are unknown, we opt to
focus on the top k (k ranging from 1-100) targets of each list and assess the similarity of
such top k£ lists.

The notion of a top k list is widely used in information retrieval and social choice theory
(Fagin et al., 2003). Fix a positive integer k. For each algorithm A € {MR, TS, PT} and
each i = 1,...,k, let X4; denote the gene id of the i’* predicted target of algorithm A



(assuming the targets predicted by the algorithm is ordered from most likely to least likely).
For each pair of algorithms (A, A’), define

k k
W(AA) =N " 1( Xy = X ).

=1 j=1

Here I(X4; = Xa/j) = 1 if Xy4; and Xyu/; are the same gene and is 0 otherwise, so Cj (A, A')
counts the number of targets that are predicted by both algorithm A and algorithm A’. Also,
define P,(A, A") = Cx(A, A’)/k to be the proportion of commonly predicted targets. The
algorithms A and A" are deemed similar if Py(A, A") is large. In particular, scatter plots of
P(A, A") versus k should yield useful information on the similarities of the algorithms A
and A’ in predicting the targets of a particular miR. Relative similarity between two pairs
of algorithms can also be assessed from the corresponding proportions.

We use two other well-known distances to gauge the similarities of the top k target lists,
Kendall’s distance and Spearman’s footrule distance (Fagin et al., 2003). Before defining
these distances, some additional notation is useful. For k& > 1 let Sa(k) = {Xa1,..., Xar}
denote the top k targets predicted by algorithm A. For each t € S4(k)U S (k), let R¥(t) =
Ra(t) if t € Sa(k), and let RY(t) = k + 1 otherwise. Define R%,(t) similarly.

Now Kendall’s distance may be defined. For any unordered pair t,u € S4(k) U Sa(k),
define

< Rij(u), Ry (t) < Rl (u) or Ry(t) > Rly(u), RA’(t) > Rl (u)
K =81 i RA(1) > Rh(w), R () < RY,(w) or RA(t) < Rh(w), R, () > RS (w)
p if RE(t) = RE(u) =k +1or RE,(t) = R%,(u) = k + 1.

In words, if the orderings of ¢t and u are the same in both algorithms, Kt(f;) is set to 0. If the
orderings are different, Kt(ﬁ) is set to 1. If both ¢ and u appear in one algorithm’s top £ list,
but neither appears in the other algorithm’s top £ list, the ranks for the latter algorithm
will both be £+ 1 and Kt(fj) is set equal to p. Here 0 < p < 1 is a constant. Now define the
Kendall’s distance to be
EP(AA) = Y KD
tueSa(k)US 4 (k)

This definition is equivalent to that given in (Fagin et al., 2003).
Spearman’s footrule distance with location parameter k + 1, F 1 is defined by

FEA,A) = > |RA() — Ry ().

t€Sa(k)US . (k)

Recall that the proportion of commonly predicted targets, Py(A, A’), is a normalized ver-
sion of C(A, A’), since we divide by the maximum value k of C(A, A’) to obtain Py (A, A").
We will similarly use normalized versions of Kendall’s and Spearman’s distance measures, by
dividing by their maximum values. For Kendall’s distance with p = 0 (which we used for all
of our analysis) the maximum value is k2 (see Appendix A), whereas for Spearman’s footrule
with location parameter k + 1, the maximum value is k(k + 1). Both of these maxima are
achieved when there are no commonly predicted targets. To avoid excessive notation, we
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now use the symbols K ,ﬁp ) and F*+1 to denote the normalized versions of Kendall’s and
Spearman’s distances, respectively.

To assess whether a distance between two top k lists is significantly smaller (i.e., whether
the lists are significantly more similar) than one would expect under random ranking, con-
ditional on the union of the two lists, we generate the empirical null distribution by the fol-
lowing procedure. We randomly permute the rankings in {R%(¢),t € Sa(k) U Sy (k)} and in
{RE,(t),t € Sa(k)US/(k)}, respectively, to obtain two lists of new rankings. Based on these
rankmgs we compute the distance measure, for example the normalized Kendall’s distance
K, (P) We repeat this procedure N times, and the resulting distances {K}" W.p=1,...,N }
form an empirical distribution that can be used as an estimate of the null dlstrlbutlon under
the hypothesis of random ranking. For all the analysis presented below, we used N = 1000.
An empirical p-value is calculated in the usual way. For example, with Kendall’s distance,
the p-value is calculated as S20_ T (K < K} 2 )/N, the proportion of times that the actual
Kendall’s distance is at least as large as the Slmulated Kendall’s distance.

3.4 Enriched GO categories

We also compare the predicted targets from different algorithms through the Gene Ontology
analysis of the gene products. The idea is that, although two algorithms may predict two
different mRNA targets, the functional categories of the two targets may be the same. Thus,
comparison of functional categories of the targets provides another avenue for comparing
the differences or similarities of the algorithms. Specifically, for each target list S4, we use
the Gene Ontology Tree Machine (GOTM; http://genereg.ornl.gov/gotm, Zhang et al.,
2004) to annotate the functions of the genes in the list, and to classify them into functional
categories.

One particular element of interest is the identification of GO categories that are being
enriched in the predicted targets by an algorithm. That is, we want to identify functional
categories that harbor more genes in the predicted list than expected if the genes were
randomly selected from a reference set. Under the null hypothesis of random selection, the
number of genes from the list falling into a particular category follows a hypergeometric
distribution, leading to a simple test for the hypothesis. Let E4 denote the set of categories
that are significantly enriched in S4 based on the hypergeometric test using all genes in the
human genome as the reference set. We use F = Fy g U Ers U Epr to denote the union
of all enriched categories from the three target prediction algorithms under consideration.
Furthermore, let V4,4 be a binary vector defined on E as follows. For each e € FE, if
e € ExN Ey, then Vy a(e) = 1; otherwise Va/a(e) = 0. Let p(A, A’) be the population
proportion of commonly enriched categories from the targets predicted by A and A’, and let
p(B, B’) be the proportion of commonly enriched categories from the targets predicted by
algorithms B and B’. We are interested in testing the null hypothesis Hy: p(A, A") = p(B, B)
using the Z test for two population proportions. If Hj is rejected, this provides evidence
that the predicted targets from A and A’ are significantly more (or less) similar than the
predicted targets from B and B’.



Table 1: Top 10 targets of miR-155 based on composite rank

Gene ID miRanda TargetScan PicTar Composite
(HUGO)  p-value rank p-value rank p-value rank p-value rank
BACHI1 0.014 1 0.069 2 0.008 2 0.0006 1

CARHSP1  0.189 14 0.28 31 0.092 15 0.099 2
SOCS1 0.338 25 0.22 16 0.112 20 0.144 3
FGF7 0.405 30 0.08 3 0.165 29 0.106 4
MAP3K14  0.216 16 0.26 24 0.370 57 0.257 5
Z1C3 0.541 40 0.13 7 0.114 21 0.140 6
RNF123 0.595 44 0.22 15 0.070 11 0.153 7
CEBPB 0.459 34 0.22 14 0.210 37 0.261 8
ZNF537 1* 74 0.068 1 0.001 1 0.004 9
ASTN2 1* 74 0.25 22 0.019 4 0.097 10

*A p-value of 1 indicates that the target in the combined list is not predicted by the

corresponding algorithm

4 Results

4.1 An example of composite ranking

The composite ranking algorithm presented in Section 3.2 is applicable to either entire target
lists or top k lists. Here we demonstrate the utility of the algorithm and program using the
whole target lists from M R, T'S, and PT', for miR-155. In Table 1 we show the top 10 targets
based on the composite ranks. The full list can be found in the supplementary material. We
observe that most of the top 10 ranked genes are commonly predicted by all three algorithms,
but there are two among the top 10 that are only predicted by two of the algorithms. In
particular, ZNF537, ranked No. 9 in its composite ranking, was ranked No. 1 in both T'S
and PT', but not predicted by M R. We may use the composite p-value instead to short list
genes for further analysis/validation. In this case, eight of the 10 genes in Table 1 will also
appear, but with ZNF537 and ASTN2 (the two genes not predicted by MR) ranked higher,
as second and third. Overall, these two composite statistics are highly correlated, with a
Spearman correlation of 0.93 for miR-155. We further note that the composite p-value should
be treated as just a vehicle for ranking the combined targets; it is not advisable to interpret
the p-value in the usual sense and use it as a cutoff for controlling desired (comparison-wise)
Type I error rate.

4.2 Number of predicted targets

We considered all 319 human miRNAs that have been identified to date (Release 8.0 of
miRBase Sequence Database; http://microrna.sanger.ac.uk). Of these, 109 did not
yield any predicted targets by any of the three algorithms. In particular, MR and T'S did
not have any predicted targets for almost 2/3 of the miRs, while PT failed to predict targets
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Figure 1: Distribution of the number of targets predicted by each of the three algorithms.
In the legend, #miR gives the number of miRs that have any predicted target by the cor-
responding algorithm. Each P4 4 is the p-value of the Wilcoxon test for the number of
predicted targets by the pair of algorithms.

for just above 1/3 of them. The three curves in Figure 1 each gives the distribution of the
number of targets predicted by an algorithm. It is apparent that MR gives large sets of
predictions to some of the miRs, reflected in a large mean and standard deviation. Overall,
in terms of the number of predicted targets, M R and T'S are more similar (also reflected in
their medians), while PT predicts the fewest. In fact, a Wilcoxon rank-sum test indicates
that the typical number of targets predicted by PT is significantly smaller than the number
predicted by either MR or T'S. (p-values of 0.006 and 0.001 respectively), while there is no
significant difference between the numbers predicted by M R and T'S (p-value 0.98).

4.3 Distance/similarity measures

As discussed and shown above, since the statistical properties of the predicted targets from
the different algorithms are unknown, and since the actual number of predicted targets varied
widely, we study the similarity /differences of these algorithms based on the top k lists, with
k ranging from 1 to 100. Out of the total of 319 miRs, 62 of them have predicted targets,
and 54 have at least 100 predicted targets, from each of the three algorithms. We used the
triplet of measures, {Py(A, A’),K,go)(A,A’),F(Hl)(A,A’)}, to study the similarity of each
pair of prediction algorithms A and A’.
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Results for the three miRs, let-7a, miR-101, and miR-142-3p, are shown in Figure 2.
These three miRs were chosen because their patterns are representative of the entire set,
with the results for all 54 miRs given in the supplementary material. In each of the sub-
figures in Figure 2, we plotted either Py(A, A") (row 1), K}go) (A, A) (row 2), or FE+D(A A
(row 3), versus k, for a miR. The purple solid, blue dashed, and red dotted curves are for
(A, Ay = (MR, TS),(MR, PT), and (T'S, PT), respectively. As can be seen from the figure,
all three measures give extremely consistent patterns. Note that 1 — Py (A, A’) may also be
interpreted as a distance measure like the other two. Furthermore, more than half of the
miRs show that T'S and PT are more similar than the other two pairs, which show the same
degree of similarity. The rest of the minority of miRs show that the three pairs all have
comparable similarity. On the average, T'S and PT predict 30% common targets among
each algorithm’s top k lists, while MR and PT, and MR and T'S predict only 17.5% and
17% common targets, respectively.

To gain a global view of all the miRs, in Figure 3 we show the density plot for k£ = 20,50
and 100, on row 1 for the common proportion P, row 2 for Kendall’s distance K k0)7 and
row 3 for Spearman’s footrule distance F*+Y_ The results reinforce the observations made
from Figure 2. The distribution of Py(7'S, PT) in terms of common proportion stochasti-
cally dominates those of P.(MR,TS) and P,(MR,PT). On the other hand, in terms of
distance, the distribution of K ,io)(TS, PT) or F*+1(TS, PT) is stochastically dominated by
the distributions of the other two pairs.

To evaluate whether the similarity in the ranked lists observed between a pair of prediction
algorithms, especially T'S and PT, are significantly more similar than one would expect if
the two lists are ranked completely at random, we perform a Monte Carlo simulation as
described in Section 3.3, for £ = 20, 50, and 100. The raw p-values were adjusted to obtain
the False Discovery Rates (FDRs) (Benjamini and Hochberg, 1995). Table 2 gives the
proportion of miRs whose predicted top k lists are significantly more similar (FDRs < 0.05)
in the rankings between two algorithms. The results show that T'S and PT have higher
proportions of significantly similar rankings than the other two pairs, regardless of the size
of the lists, as long as the list is not too small (k > 20). However, despite less similarity
compared to the (7S, PT') pair, the rankings between (MR, TS) and (MR, PT) are still
significantly similar for about half of the miRs, with large top k lists (k > 50).

4.4 Gene Ontology Analysis

Due to the server constraint of GOTM with an upper limit of 500 genes, we could only analyze
29 miRs whose predicted target lists do not exceed the capacity. Table 3 lists the miRs that
have at least one p-value smaller than 0.01 across all three tests of equal proportions. The
full table with the results for all 29 miRs is available as supplementary materials. As can be
seen from the table, ps = p(T'S, PT'), the proportion of commonly enriched GO categories
by the targets of T'S and PT, tend to be larger than its two counterparts, indicating that
TargetScan and PicTar have more commonly enriched GO categories than the other two
pairs. This observation is substantiated by the three tests of equally enriched proportions. Of
the 16 miRs in table 3 that have at least one p-value less than 0.01, 15 of them were selected
because p3 = p(T'S, PT) is significantly larger than p; = p(M R, TS) or py = p(M R, PT), or
both (indicated by *).
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Figure 2: Plot of common proportion (row 1), Kendall’s distance (row 2) and Spearman’s
footrule distance (row 3) vs. k=1 to 100, for three representative miRNAs.
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Figure 3: Density plot of common proportion (row 1), Kendall distance (row 2) and Spear-
man’s footrule distance (row 3) for k=20, 50, 100, for the same three representative miRNAs

depicted in Figure 2.
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Table 2: Proportion of miRs with FDRs smaller than 0.05 for each pair of algorithms when
testing the null hypothesis of random ranking.

Prop. FDR< 0.05

Distance k  #ofmiRs (MR, TS) (MR,PT) (TS,PT)

Kendall 20 62 0.177 0.161 0.306
50 58 0.517 0.534 0.655
100 o4 0.630 0.704 0.833

Spearman 20 62 0.177 0.177 0.290
20 o8 0.603 0.483 0.603
100 54 0.556 0.685 0.815

Table 3: Proportion of commonly enriched GO categories from two predicted lists (left half)
and p-values of the common proportion tests (right half), where p1 = pvr,rs), P2 = P(vr,PT)S

and ps3 = P(rs,pT)-

Hy

miR P1 P2 P3s pL=DP2 P1L=DpP3 P2 =D3
miR-139 0.164 0.164 0.598 1 0 0 *
miR-155 0.328 0.293 0.586 0.688 0.004 0.0009 *
miR-203 0.023 0.031 0.465 0.701 0 0 *
miR-215 0.037 0.073 0.232 0.302  0.0001 0.004 *
miR-216 0.067 0.022 0.489 0.303 0 0 *
miR-218 0.204 0.19 0.352 0.765 0.005 0.0015 *
miR-219 0.024 0.182 0.08 0.0003 0.084 0.042
miR-302b 0.397 0.405 0.664 0.893 0 0 *
miR-302¢ 0.366 0.435 0.565 0.255 0.001 0.035
miR-302d 0.236 0.252 0.593 0.766 0 0 *
miR-32 0.232 0.271 0.496 0473 0 0.0001 *
miR-33 0.193 0.199 0.357 0.892 0.0006  0.0009 *
miR-369-3p 0.009 0 0.395 0.315 0 0 *
miR-373 0.286 0.286 0.471 1 0.001 0.001 *
miR-375 0 0 0.491 NaN 0 0 *
miR-7 0.262 0.295 0.426 0.568 0.006 0.031

14



5 Discussion

In this paper we compare the similarity of three miRNA target prediction algorithms, mi-
Randa, TargetScan, and PicTar, using proportion of common targets, and modifications of
Kendall’s distance and Spearman’s footrule. By comparing the top k lists of 54 miRs, all
three measures show that TargetScan and PicTar are more similar in their target lists. This
by no means invalidates miRanda, since that system may help identify targets that are not
found using either TargetScan or PicTar. As relatively few putative targets of computational
programs have been experimentally verified, the ultimate accuracies of the methods remain
in question. We suggest only that targets identified by multiple algorithms would appear to
be the better candidates for verification.

Greater similarity between TargetScan and PicTar is also observed by investigating the
proportions of commonly enriched gene ontology categories in the target genes by a pair of
algorithms. Out of the 29 miRNAs analyzed, 25 of them have estimated common proportions
between TargetScan and PicTar at least as large as those of the other two pairs, miRanda
and TargetScan, and miRanda and PicTar. This observation is further substantiated by the
results of the three tests on equal common proportions.

Rank aggregation of top k lists is a useful technique for quantifying the relative likelihood
of targets. In this paper we use the Borda method (weighted average of ranks) and a
composite p-value to combine the three top k lists. We wish to re-emphasize that the so-
called p-values should not be interpretated in the usual manner; we would suggest that they
only be used as a means for ranking the relative likelihoods of the putative targets being
true targets. A more sophisticated method would be to find the optimal top & list 7 that
minimizes ) . d(7, 7;), where d is a distance measure and 7/s are the existing full lists or top
k lists. Although an NP-hard problem for some distances, often a solution may be found by
searching near computable optima for other distances. This is undoubtedly an interesting
problem, but it is out of the scope of the current paper.

In the example shown for composite prediction, we see that the top 10 rankings based on
either the composite rank or the composite p-value have eight targets in common. In fact,
the two ranking systems are highly correlated, although the composite rank statistic tends
to favor targets that are commonly predicted by all algorithms while its composite p-value
counterpart prefers those ranked near the top even thought they may have been predicted by
only a subset of the algorithms that includes TargetScan. This is not suprising, as the range
of the p-values (estimated false discovery rates) for those predicted by TargetScan tends to
be smaller than those of the other two algorithms. One may rescale the range of the p-values
through a linear transformation so that all three are comparable, if so desired.

Also, in the example, we used the whole lists from the algorithms. Had we used only
top k lists (e.g. top 50 lists), the results would have been different, and the results will
also vary depending on k. Whether to use the whole lists or top k lists for an appropriate
k is problem/situation dependent, because the statistical properties of the predicted target
set are largely unknown. If an investigator is interested in only a small number (say 10)
of putative targets for further investigation/validation, then composite ranking using top &
(say k = 20) would probably be more sensible. The issue of p-value scale difference may
be addressed in this case by a procedure similar to the “quantile normalization” approach
frequently employed in gene expression analysis (Bolstad et al., 2003).
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Another miRNA target prediction algorithm, DIANA-MicroT (Kiriakidou et. al. 2004)
has also been used in several studies, but this algorithm requires inputing the gene sequence
or the miRNA sequence to make a prediction, and the predicted targets for each miR are
usually very few. We tried all the targets of miR-155 predicted by miRanda, TargetScan,
and PicTar, and found that only one target, CEBPB, was also predicted by DIANA-MicroT.

Finally, although the paper uses the three most popular algorithms for demonstrating
the methods proposed for comparisons and rank aggregation, the methods are applicable
to a different set of, or including additional, algorithms, such as the recent additions from

Vatolin et al. (2006) and Wang and Wang (2006).
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Appendix A

Proposition. For any p € [0, 1], the maximum of K ,ip ) occurs when the two top k lists from
algorithms A and A’ are disjoint. In particular, for p = 0, the maximum is k2.

Proof. Let Sa(k) and Sa/(k) be the top k targets predicted by algorithms A and A’,
respectively, as defined in the main text. Suppose Sa(k) and Sa/(k) have k —m common
targets, m € {0,1,--- ,k}, denoted by Sc = Sa(k) N Sa(k). We also use Sa¢ (Sanc) to
denote the set that comprises of targets predicted by A (A’) but not commonly predicted by
both. For each t € Sa(k) U S (k), define RE(t) = Ra(t)I(t € Sa(k)) + (k+ 1)I(t € Sanc)
and RE,(t) = Ra(t)I(t € Sa(k)) + (k+ 1)I(t € Sac), where R4(t) and R/ (t) are the
rankings of the predicted targets as defined in the main text, and I is the usual 0-1 indicator
function. Then,

EP = mm—1p+m?+ Y IREG) <Riw)+ > I(Rh(t) < R (u) +

tGSA\C,UESC tESA/\C,UGSC

Y U(RA(t) < Ri(u), Rly(t) > Rly(w) + I(RE(t) > Riy(u), RY () < Ry (u))]

t<u,t,u€Sc

< f(m)=m(m — Dp+m?+2m(k —m) + %(k‘—m)(k‘—m— 1),

with equality achieved when all the rankings in {R%(¢),t € Sac} ({R%(t),t € Sanc}) are
smaller than those in {RG(t),t € Sc} ({RS(t),t € Sc}) and all the rankings in Sc for
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A and A’ are in opposite directions. Since f(m) is an increasing function in the range of
m € {0,1,---,k}, the maximum of f(m) occurs when m = k, corresponding to the situation
that the two top k lists are disjoint. Plugging p = 0 into f(k), we obtain the maximum of

k2 for K ,go).
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